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Abstract 

In this paper, we train the ELECTRA 

model on the SQUAD dataset for Question 

Answering. We observe an initial accuracy 

of 78.37% and an F1 score of 86.12%. In 

our analysis, we determined that the model 

performs poorly on lengthy answer 

sequences and answers sequences 

containing numeric values. We propose a 

solution using adversarial dataset 

augmentation to improve on the numeric 

values. Our accuracy and F1 score 

increased from 78.37% to 78.95%, and 

86.12% to 86.45% respectively.    

1 Introduction 

Natural Language Processing (NLP) is a 

subfield of computer science and artificial 

intelligence concerned with how computers can 

understand human language and perform tasks. 

One of the significant tasks in NLP is Question 

Answering (QA), in which systems are built to 

answer questions posed by humans. In this paper, 

we build upon the techniques of adversarial data 

augmentation led by Jia and Liang to improve 

accuracy and F1 score on a pre-trained model 

called ELECTRA, which is evaluated on the 

SQUAD QA dataset. 

1.1 Question Answering 

Question Answering is a task that most people 

are already familiar with. It consists of a body of 

text, which we call the context, a question related 

to the context, and an answer directly given in the 

context [6]. For instance, assume we are given a 

passage of text (context), which contains a brief 

history on calculus. 

 

Calculus is the mathematical study associated 

with the rate of change. Isaac Newton and 

Gottfried Leibniz are said to have been the creators 

of the study. 

 

The question can then be posed as: “Who 

invented calculus?”  

 A human can quickly read the passage and 

question to come up with the appropriate answer 

(Isaac Newton or Gottfried Leibniz). Note that the 

question is allowed to use words or phrases that 

might not exist in the context. For instance, the 

question used the word “invented”, which is 

nowhere in the context. Question answering in 

NLP is determining how a computer can do the 

above. More specifically, we want to create 

machine learning models that can train on a 

question-answer dataset to learn how to answer 

questions for reading comprehension effectively. 

Reading comprehension is the ability to process 

text and understand its meaning. For instance, the 

model should recognize 

that created and invented are similar words, and 

understand that they can be substituted for another. 

Fortunately, many powerful pre-trained models 

exist that we can apply to any 

question/context/answer dataset to perform QA. 

This paper will discuss one such model called 

ELECTRA and the respective QA dataset called 

SQUAD.  

1.2 Dataset 

SQUAD, short for Stanford Question Answering 

Dataset, is a reading comprehension dataset that 

consists of questions posed by crowd workers on a 

set of Wikipedia articles. The context is a passage of 

text from a Wikipedia article, with the answer being 

a contiguous text segment, commonly referred to as 

a span from the corresponding article.  
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The SQUAD dataset consists of about 100,000 

question-answers pairs collected from over 500 

articles [2]. SQUAD, short for Stanford Question 

Answering Dataset, is a reading comprehension 

dataset that consists of questions posed by crowd 

workers on a set of Wikipedia articles. The context is 

a passage of text from a Wikipedia article, with the 

answer being a contiguous text segment, commonly 

referred to as a span from the corresponding article. 

The SQUAD dataset consists of about 100,000 

question-answers pairs collected from over 500 

articles [2]. 

 

In the figure above, we can see an example of 

what the SQUAD dataset consists of.  Notice how 

the question asks for an individual's name, and the 

context contains the names of numerous individuals 

(Albert Zahm, John Zahm, Jerome Greene, Julius 

Nieuwland). Why are there multiple names in the 

context? Let us assume that our training data was all 

questions linked to identifying an individual. If we 

only had one name in the context, then it is very 

likely that the model would learn to predict that 

name. If we then attempted to evaluate the model on 

passages with multiple names, it would still only 

indicate the first name as the answer to the question, 

resulting in poor accuracy. As such, the dataset is 

constructed so that the model does not learn what we 

refer to as dataset artifacts (a pattern that says to 

simply pick the first name). This makes the model 

more robust and forces it to learn the concepts, 

instead of patterns in the dataset [3].   

 

We will return to the dataset later in this paper, 

discussing how the model initially performs on 

SQUAD. We now discuss our model. 

1.3 Model 

In this paper, we trained our dataset on a pre-

trained model called ELECTRA. A pre-trained 

model is a model in which the general architecture 

is given for free. The end users can then use the 

model on various datasets to perform a specific 

task. We use ELECTRA to perform QA on the 

SQUAD dataset, but we could also use it on any 

other QA dataset. The ELECTRA model is similar 

to BERT, a state-of-the-art QA model used across 

the industry. BERT is a model that consists of a 

bidirectional transformer, in which we feed the 

context and question as input. The model will then 

mask about 15% of the tokens and attempt to 

predict them, a concept known as masked language 

modelling [4].  

 

In contrast, ELECTRA consists of two 

transformer models, one of which is a generator 

and the other a discriminator. Instead of masking 

15% of the tokens, ELECTRA replaces them with 

whatever the generator comes up with. The 

discriminator then attempts to identify which 

tokens were replaced [5]. This is a different way of 

thinking because the replaced tokens may still form 

a grammatically sound sentence. It is unlike BERT, 

in which the sentence breaks in the middle. Now 

that we have examined our model, dataset and 

overall task, we now discuss how the model 

performed on the SQUAD dataset by performing 

QA. 

 

Figure 1: An example in the SQUAD dataset, 

consisting of a context, a question, and a set of 

acceptable answers 

 

Figure 2: BERT works by masking 15% of the text 

with a [MASK] token and attempts to predict the 

token. ELECTRA replaces the tokens based on the 

generator and the discriminator attempts to predict 

which tokens were replaced 
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2 Analysis 

We trained the ELECTRA model on the 

SQUAD dataset and received an accuracy of 

78.37%, with an F1 score of 86.43%. Accuracy in 

this context refers to exact matches, which is how 

many predictions the model made that matched the 

original answer to the question. We utilized a GPU 

and trained for about 45 minutes for three epochs. 

We used around 87500 training examples and 

10500 validation examples. Although the accuracy 

is good for a pre-trained model, in this paper, we 

try to improve upon this.  

 

We now discuss the general class of errors that 

the model makes, and later in the paper, how we 

can fix these. The model seems to make the most 

errors when the answer to the question is quite long 

and when the answer contains numeric values. Let 

us dive deeper into both issues. 

2.1 Answer Length 

The goal of the model is to predict the answer 

given the context and the question. We noticed that 

for many of the examples that the model classified 

incorrectly, it was primarily due to the length of the 

answer exceeding a certain threshold. As the 

number of characters in the answer increase, it 

becomes harder for the model to pinpoint exactly 

where the start and end span tokens should be. For 

instance, consider the following example below: 

 

Answer: along the frontiers between New 

France and the British colonies (63 characters) 

 

Possible Answers: ['primarily along the 

frontiers between New France and the British 

colonies', 'between New France and the British 

colonies', 'frontiers between New France and the 

British colonies', 'along the frontiers', 'Virginia in 

the South to Nova Scotia in the North'] 

 

We can see that amongst the possible answers, 

the model's guess was not far off. The bold text in 

the possible answers indicates the words that the 

model predicted correctly in its answer. For some 

possible answers, such as 'frontiers between New 

France and the British colonies', the model 

contained the entire text in its prediction. The 

problem is that the model incorrectly classified the 

start and end span tokens, and as such, it did not 

become an exact match.  

 
 

Figure 3: Histograms comparing the sentence 

length to the number of examples predicted right 

(top) and wrong (bottom) 

 

This causes the model's accuracy to be damaged, 

as we only care about exact matches, not those that 

are 90% close. In the above example, the model 

was a little too liberal and decided to expand on its 

prediction. The opposite can be true, too, however. 

Consider the following example: 

 

Answer: forces that act normal to the cross-

sectional area (50 characters) 

 

Possible Answers: ['formalism', 'the relevant 

cross-sectional area for the volume for which the 

stress-tensor is being calculated', 'formalism', 'This 

formalism'] 

 

In this example, the closest answer was 'the 

relevant cross-sectional area for the volume for 

which the stress-tensor is being calculated', but we 

see that the model did not come close to this. The 

model only seemed to have two words in common 

and took about 50 characters, while the closest 

answer had nearly 100. In both examples, the 

typical pattern is that the answer text is quite long. 

It was not a simple question that had an answer in 

one or two words. We claim that lengthier answers 

resulted in the model accuracy diminishing. In the 

above figure, we present a histogram diagram of 

our findings to cement this claim further. We 

compare the sequence length on the x-axis against 

the number of examples predicted correctly (top) 

and incorrectly (bottom) on the y-axis.  
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We notice that for shorter answer lengths, there 

are many more accurate predictions vs inaccurate 

ones. We see many more inaccurate predictions 

when we pass a threshold, say 60 characters. As the 

length becomes longer and longer, we see virtually 

no correct predictions, only wrong ones. We 

therefore claim that as the answer length increases, 

the model has a more challenging time determining 

an exact match. We now discuss our second 

significant finding, in which the model performs 

poorly when the question is related to finding 

something which contains numeric values in the 

answer.  

2.2 Numeric Questions 

The second area in which the model makes 

many mistakes is not related to the answer length, 

but rather what the answer contains. Specifically, 

we noticed that the model performed poorly when 

answers had numeric values. This was quite 

common, as many questions can result in a numeric 

answer: 

 

Who owns more wealth than the bottom 90 

percent of people in the U.S.? 

 

What is Harvard's total financial aid reserves?  

 

Where is the border of Swiss and Austria? 

 

When did the last glacial start? 

 

Why has the Rhine been shortened? 

 

How many awards has Doctor Who been 

nominated for, over the years? 

 

As we went through the examples, we noticed 

that the model might have difficulty determining 

when to return a number. Many questions are 

related to football and involve answers 

representing scores, records, or other numeric 

statistics. For instance, one question asked: 

 

How many touchdowns did Newton get in the 

2015 season? 

 

The possible answers included: 

 

[‘45’, ‘45’, ‘45’] 

 

The answer appeared three times in the context. 

However, the model incorrectly predicted seven, 

even though the context explicitly stated 45 total 

touchdowns. The model had three chances to get 

this right but chose a different value. Another 

example is when we ask the model: 

 

What is Kenya’s HDI? 

 

The possible answers included: 

 

['0.519, ranked 145 out of 186 in the world', 

'0.519', '0.519'] 

 

The answer given by the model was Human 

Development Index. The model incorrectly 

understood the question and defined HDI instead 

of the value, even though the context clearly stated 

that it has a Human Development Index (HDI) of 

0.519. The last example we want to consider is 

when the question asked: 

 

How cold does this region of Victoria get in the 

winner? 

 

The possible answers included: 

 

['15 °C', '15 °C', '15 °C (59 °F)'] 

 

The model incorrectly predicted the answer 

as The Mallee and upper Wimmera, even though 

the context explicitly mentioned 15 °C (59 °F) in 

winter. Of the incorrectly classified examples, 14% 

contained a numeric value as the output. We claim 

that the model had a hard time understanding what 

exactly a number was. Even if a number was 

repeated multiple times in the context, the model 

might still predict a text representation entirely 

different from what was asked. Although many 

examples classify a number answer correctly, this 

can still be improved, which will be the topic in the 

next section. 

3 Improving Model 

We have established that the model has two 

significant shortcomings when training on a QA 

dataset. Firstly, the model performs poorly when 

the answer text gets lengthy. Secondly, the model 

does not do a good job when the answer to the 

question contains numeric values. This section will 

discuss how we attempted to fix the problem of 

when numeric values are present in the answer.  
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Figure 4: Jia and Liang appended a grammatically 

sound text to the passage and noticed how QA 

models changed their initial prediction to an 

incorrect one 

 

We decided not to focus the former issue, as we 

have little control over the length of the answer 

sequence. To fix the numeric values, we followed 

up on Jia and Liang's work on adversarial data 

augmentation.  

3.1 Adversarial Augmentation Background 

In 2017, Jia and Liang released a paper about 

how they fooled a QA model trained on the 

SQUAD dataset [1].  

 

Their trick involved augmenting the end of a QA 

context with an automatically generated text that 

did not change the meaning or answer to the 

original question. The goal of this augmentation 

was to distract the model and see how it would 

perform since the overall meaning had not 

changed.  

 

The figure above shows that the model initially 

predicted the correct answer to the question. 

However, after augmenting the context with a 

passage of text that did not change the overall 

meaning, they noticed that the model answered 

wrong. The prediction of John Elway became Jeff 

Dean. They observed that amongst the 16 models 

used, the average F1 score dropped from 75% to 

36%. Jia and Liang aimed to illustrate the 

shortcomings of QA models and motivate the 

development of stronger ones. This paper was 

released in 2017, and since then, QA models have 

improved to be more resilient against these 

augmentations.  

 
 

Figure 5: Adversarial data augmentation applied 

to numeric examples. The context is extended to 

include information about which numbers are 

present. 

 

In some cases, the accuracy can improve 

slightly, which we will see next. ELECTRA was 

released in 2020, and we used adversarial data 

augmentation to slightly improve the accuracy of 

the SQUAD dataset instead of diminishing it.  

3.2 Numeric Adversarial Augmentation  

We decided to augment training examples from 

the SQUAD dataset with a numeric value in their 

answers list. 

 

We followed the same procedure as Jia and 

Liang, in hopes that it would allow the model to 

recognize digits better.  

 

In the figure above, we highlight our changes in 

blue. We first loop over the training data and find 

examples with a numeric value in their answer set. 

We then go through the context and find all 

occurrences of numbers. The format x is a 

number is appended to the end of the context for 

each number that exists inside. Note that if the 

number were presented with a suffix, for 

instance, 15%, this would also be appended 

as 15% is a number.  

 

We finally joined all the augmented sentences 

with periods to complete the passage. This does not 

change the overall meaning of the context, but it 

does help the model recognize better what to 

consider as the answer. 
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Using this approach, the model was able to 

answer questions correctly like: 

 

 When did the Jin dynasty end? 

 

from 1115-1234 to 1234.  

 

Another example is  

 

What is Harvard’s total financial aid reserves?  

 

The model previously classified $159 million 

for students, and now correctly classifies as simply 

$159 million.  

 

One more example is 

 

How long was the first audio of a Doctor Who 

story? 

 

The model previously thought the answer 

was Ten years, but now returns 21-minute, which 

shows how it favours answers with numeric 

values.  

 

Using this approach, the model not only selects 

numeric values as the answer, but also selects the 

proper span length too. Instead of extending the 

span, the model only finds the numeric value and 

returns that as the answer. 

4 Results 

We trained the dataset using adversarial 

augmented data over 3 epochs. Our accuracy 

(exact match) increased from 78.37% to 78.95%. 

The F1 score also increased from 86.12% to 

86.45%. The increase in accuracy is because the 

model can answer questions with numeric outputs 

better than before. The model can better understand 

what a number is and return the appropriate length 

of the span. One area that we could have improved 

on was how we were determining the list of 

numbers available in the context passage. For 

instance, numbers in the context were represented 

as roman numerals, temperatures, feet, meters, 

cubic meters, etc. It was impossible to account for 

every case, and as such, we likely missed some 

examples that should have been augmented. In our 

augmentation, we determined if a piece of text was 

a number by discarding the characters , % $ and 

seeing if what remains are only digits. 

 

 

For instance, 10,000 would be considered as the 

number 10000, and similarly, 25% would be 

considered as 25. However, we would not have 

treated 15° C as a number. Overall, we are happy 

with our results as we could not account for every 

case, and we leave this task for future readers. 

 

5 Conclusion 

In this paper, we examined the task of Question 

Answering in NLP and how it can be applied to the 

SQUAD dataset, which contained about 100,000 

crowdsourced examples. We utilized a pre-trained 

model called ELECTRA, and analyzed the initial 

results of training on the SQUAD dataset. We 

noted that the model had an initial accuracy of 

78.37% and an F1 score of 86.12%. In our analysis, 

we discovered that the model performed poorly on 

examples which had a long answer or contained 

numeric values in the answer. We followed up on 

the work by Jia and Liang on adversarial 

augmentation and applied the technique to our 

dataset. We augmented our context to contain 

numeric data at the end of the passage. After 

training on 3 epochs, our accuracy increased from 

78.37% to 78.95%, and the F1 score increased 

from 86.12% to 86.45%. We ended by mentioning 

limitations in our approach and how future readers 

can follow up on it. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Dataset Accuracy F1 score 

SQUAD 78.37% 86.12% 

Augmented SQUAD 78.95% 86.45% 

Table 1:  Summary of results  
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